Independent component analysis for texture
segmentation

R. Jenssen'!, T. Eltoft

Department of Physics, University of Tromsg, N-9037 Tromsg, Norway

Abstract

Independent component analysis (ICA) of textured images is presented as a compu-
tational technique for creating a new data dependent filter bank for use in texture
segmentation. We show that the ICA filters are able to capture the inherent prop-
erties of textured images. The new filters are similar to Gabor filters, but seem to
be richer in the sense that their frequency responses may be more complex. These
properties enable us to use the ICA filter bank to create energy features for effective
texture segmentation. Our experiments using multi-textured images show that the
ICA filter bank yields similar or better segmentation results than the Gabor filter
bank.
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1 Introduction

Automatic segmentation of multi-textured images is an important area of image
processing which has received considerable attention during the last decade. In this
paper we introduce independent component analysis (ICA) [1-4] of textured images
as a computational technique for creating a new data dependent filter bank for use
in texture segmentation.

Independent component analysis is a generative model for observed multivariate
data, which are assumed to be mixtures of some unknown latent variables. Origi-
nally, it emerged as a means to solve the problem of blind source separation (BSS)
[3,5,6]. BSS refers to the problem of finding the original source signals from avail-
able mixtures, without any prior knowledge of the number of sources or the mixing
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mechanisms. In the linear case, the observed signals x(¢) can be expressed as:

x(t) = As(t), (1)

where A is called the mixing matrix and s(t) is the source signals.

Based on the assumption that the source signals are mutually statistically indepen-
dent, the solution is obtained in an unsupervised learning process, which finds the
de-mixing matrix W, such that y(¢) = Wx(#) is an estimate of s(¢). The compo-
nents of y(t) are required to be as mutually independent as possible.

The model in equation (1) is referred to as the basic ICA model [4]. Thus, in blind
source separation it is the source signals which are the “independent components”.
This model has in the recent years been widely applied in diverse areas like biomedi-
cal imaging [7-10], telecommunications [11,12], time series prediction [13-15], audio
separation [16] and seismic monitoring [17]. See e.g. [18-20] for more references on
ICA applications.

ICA has also been proposed as a generic statistical model for images [21-25]. In this
case an image x is modeled as:

N
X = Z S Aq, (2)
=1

where a;, ¢ = 1,..., N, are referred to as ICA image basis functions, and s;, 7 =
1,..., N, are statistically independent weighting components. It also turns out that
the s;-components exhibit so-called sparseness, i.e. only a few of the weighting coef-
ficients will have a value significantly deviating from zero. This property is exploited
when the model is used in threshold-based image denoising (sparse code shrinkage)
[26,27]. Equation (2) was in [21] originally motivated as a model for the neurons in
the primary sensory areas of the brain.

In this paper we propose to use the ICA image model of equation (2) to generate a
data dependent filter bank for texture segmentation. The filter bank consists of the
ICA basis images, learned from textured images. We show that these basis images
are able to capture the inherent structure of the texture, and hence enable us to
create features for effective texture segmentation of composite input textures.

Traditionally, texture segmentation techniques are classified as statistical methods,
model based methods or filtering methods.

The statistical methods are often based on the co-occurrence matrix [28], which gives
information about the second-order statistics of a textured image. Texture features
which can be extracted from the co-occurrence matrix, are based on parameters
quantifying e.g. energy, entropy, contrast, homogeneity or correlation [29-31].

In model based methods a textured image is modeled as a probability model, and



the coeflicients of the model are used to characterize the images [32]. These models
include Gaussian Markov random fields [33], Gibbs random fields [34] and Wold
models [35,36].

Our ICA based texture segmentation method belongs to the filtering methods, also
called signal processing methods [37], which include a whole family of algorithms.
This approach also found motivation in psycho-physiology. Studies by e.g. Campbell
and Robson [38] and De Valois et al. [39] suggested that the brain performs a multi-
channel frequency and orientation analysis of the visual image formed on the retina
[37]. The basic idea in the filtering methods is that a composite textured image is
filtered through a bank of filters, and features appropriate for texture segmentation
are generated based on the filter outputs [40].

Laws’ texture energy filters [41,42] represent an early example of this approach.
Law’s generated 2-D filter kernels designed to detect “spots”, “edges” and “rings”.
The filters are convolved with a composite textured image to produce a set of texture
energy images. Fach pixel in the input image is hence represented by a vector of
energy features. Subsequent methods often follow this outline, but using different
filter banks. For example, Coggins and Jain [43] suggested using filters characterized
in the spatial frequency domain as ring filters with widths between one - and two
octaves, and with center frequencies one octave apart. The choice of filter bandwidth
and center frequency separation were motivated from experiments showing that the
frequency bandwidth of simple cells in the striate cortex is about one octave [44].
Wedge-shaped orientation channels were also implemented, with directions along
the horizontal, vertical and the two diagonals.

Marcelja [45] and Daugman [46] showed that 2-D Gabor filters are good models
of the receptive fields in the striate cortex. In the last couple of decades Gabor
filters have been widely used in texture segmentation [47-51]. Gabor filters can be
interpreted as oriented band-pass filters [49].

Jain and Farrokhnia [49] used a dyadic even-symmetric Gabor filter bank to generate
energy features for texture segmentation, and reported successful results. Their
filters are oriented along the horizontal, vertical and the two diagonals, and the
number of center frequencies, i.e. the size of the filter bank, varies according to the
size of the textured image. We will use Jain and Farrokhnia’s method for comparison
with ICA based texture segmentation.

Wavelet and wavelet packets methods [52-57] of various sub-band decompositions
have also been successfully applied in texture analysis. With an appropriately chosen
basis set, the 2-D wavelet transform offers spatial frequency and orientation selec-
tivity, and texture features at the resolution levels containing most of the energy
activity can be obtained [29,52]. The Gabor filters form an approximate wavelet
basis, with the Gabor function as the wavelet [49].

The ICA based approach is different from existing filtering methods in that it pro-
duces a data dependent filter bank. The filters are obtained from training data using
an unsupervised algorithm, and the user is hence required to provide training data



containing the appropriate structure. Such data may be found in available image or
texture libraries.

In the next section we present in some detail independent component analysis as
a generic statistical model for images. Next, in section 3 we specifically discuss the
properties of the ICA filter bank obtained from a training set of texture data. We
also briefly review the Gabor filter theory. In section 4 we explain how the ICA
filter bank method can be used for feature generation, and in section 5 we present
some texture segmentation experiments where we compare the performance of the
ICA filter bank and the Gabor filter bank. In section 6, we make some concluding
remarks.

Finally, for the convenience of the reader unfamiliar with ICA, we include in ap-
pendix A a brief review of some basic ICA theory.

2 Independent component analysis of images

[Fig. 1 about here.]

Independent component analysis of images produces a set of basis functions [21,25,24].
Hence, as noted from equation (2), an image may be expressed as a weighted sum of

these basis functions, with weighting components s;, i = 1,..., N. The basic idea in

the ICA image model is to construct basis functions which for a given image result

in weighting components which are mutually statistically independent. Thus, the

s;’s in equation (2) are the “independent components”. The image model described

here is illustrated in figure 1.

In the sequel, we represent an image as a column vector x = [z1,...,za]” by re-
shaping the image matrix row-by-row into a single column. In this way we avoid
using four-dimensional matrices in the ICA filtering, and an image may thus be
represented using the standard ICA methodology. Mathematically, we express the
model as,

N
X = Z S;a; = AS, (3)
i=1
where the basis functions a;, ¢ = 1,..., N, are the columns of the (M x N) matrix
A, and s =[s,...,sn]".

In order to learn the mixing matrix, A, we attempt to find a linear transformation
W of the data x, which yields a vector y, estimating s, whose components are as
statistically independent as possible. Accordingly,

y = Wx. (4)



If N = M, W is the inverse of A, i.e. W = A~!. There exists no analytical solution
to this problem.

In some cases it is expedient to choose N < M, i.e. the dimension of y is less than
the dimension of x. Dimensionality reduction can be accomplished by principal
component analysis (PCA). PCA may be considered a preprocessing step towards
statistical independence, since it removes second order correlations in the training
data. This is often called whitening. The PCA preprocessing and dimensionality
reduction is discussed in appendix A.

Since the weighting components in the ICA model are mutually statistically inde-
pendent, one might say that ICA attempts to produce a code y of x, where the
joint probability density f(y) of the components of y factorize as

fy) =1L f(y)- (5)

The functions f(y;), i = 1,..., N are the estimates of the probability densities of
the individual s;-components. This is sometimes referred to as a factorial code [21].

The matrix W is determined using a statistical approach. Training data is presented
to an unsupervised algorithm optimizing statistical independence of the components
of s by iteratively adjusting an initially randomly chosen matrix W. The training
data are considered realizations of random vector X. There exist several algorithms
performing ICA [58-63]. We have used Hyvérinens FastICA algorithm [62,63], which
is briefly discussed in appendix A.

The ICA basis functions are data dependent in the sense that they are learned from
the training data at hand, and they will be different for different training data. The
basis functions can be considered as image building blocks, capturing the inherent
features of the training data. Several authors have applied ICA in order to reveal
the features of natural images [21,25,24,26], that is, images void of any man made
structures. In that case, the training data must be generated from images considered
to belong to the class of natural images. When modeling so-called man-made images,
images of buildings, cars, etc. are used to generate training data, as in [26]. We
are interested in ICA basis functions which can capture the inherent properties of
texture, thus in this paper the training data are generated from textured images.

2.1 Independent component analysis of natural images

In recent years it has been shown that ICA applied to natural images generates a
very interesting set of basis functions [21,25,24,23,26]. Barlow [64,65] studied coding
principles which could predict the formation of localized, oriented receptive fields in
the visual cortex [66]. He suggested that the cortical feature detectors might be the
end result of a redundancy reduction process, in which the activation of each fea-
ture detector should be as statistically independent as possible from the activation
of the others. This implies a factorial code. Bell and Sejnowski [21] reconsidered



the theories of Barlow and developed an information maximization network, which
performs ICA, and achieved results as predicted by Barlow’s theory. They found
ICA basis functions which were localized in space, e.g. a single edge at a certain
location, and of a multiscale nature [21]. Their findings were quite close to those
obtained by the related sparseness maximization network of Olshausen and Field
[67].

[Fig. 2 about here.]

Similar findings have also been reported in e.g. [23,26,25]. The ICA basis functions
have been shown to be localized Gabor-like functions of various orientations, spatial
frequencies and phases, and to bear a striking resemblance to the receptive fields
of neurons in the primary visual cortex [25]. Figure 2 shows 6 examples of ICA
basis functions created using the same natural images as were used in [23,26]. The
characteristics mentioned above, can be clearly noted.

In [26] the ICA representation of man-made scenes was studied. These basis func-
tions were found to have continuous lines and edges, and appear quite different from
those obtained from natural images.

3 The ICA representation of texture

In this section we discuss in detail how ICA can be used to obtain a data dependent
filter bank representation of textured images. For comparison we also briefly review
the Gabor filter bank representation, and give some comparative remarks.

3.1 Learning methodology

In order to construct ICA basis functions of size (m x m), the columns a;, i =
1,...,N, of A in equation (3) must be of size (M x 1), where M = m?. This will
also be the case for the training data x. In our case, we have available a set of 20
textured images, and each x is generated by extracting an (m xm) image patch from
one of the training textures, and representing it as a column vector. We generate
a large number of training vectors (in our case 15000), ensuring that each training
texture provides an equal amount of training vectors.

Note that the representation of (m x m) image patches as column vectors destroys
part of the two-dimensional correlations that help characterize texture. We try to
compensate for this by repeatedly rotating the textured training images when ex-
tracting the image patches. Therefore, before the selection of training patches, a
texture image is rotated a random angle 6, where 6 € [0°,180°]. Each texture image
is rotated several angles to give a number of patches from different orientations, and
every sample vector is taken from a random location in the rotated image. Also, to



ensure that no texture dominates the basis set, each training texture image is nor-
malized and made zero mean prior to the sampling. This results in a zero ensemble
mean of the training vectors.

In addition, every training vector x is subtracted its individual local mean value.
If this is not done, one of the resulting basis functions will represent the mean
intensity value of the training data, which is of little value in the filter bank context.
Subtraction of the local mean value has the effect that one of the PCA components
gets the variance zero [22]. Therefore, without loosing any information, we may
reduce the dimension in PCA space by one, and hence, the maximum number of
basis functions we need to estimate is N = M — 1.

In summary, the generation of training data includes the following computations:

e Normalize training texture images and make them zero mean

e Sampling loop: for i = 1 to number-of-images

* Rotation loop: for j = I to number-of-directions
- Rotate training texture number 4 a random angle §;
- Select the given number of (m x m) sized patches form random locations
- Subtract from each patch its mean value
- Represent samples as columns, and store in a matrix consisting of training
vectors

The computations described above result in an ensemble of training vectors which
are presented to the FastICA algorithm, after additional preprocessing by PCA.
After convergence of the algorithm, matrix W has been learned from the available
training data. Matrix A is obtained by finding the inverse (or pseudo inverse) of
W. As a last step, the columns a;, 7 = 1,..., N, are re-shaped into size (m x m)
to constitute the basis functions. These are now the impulse responses of our filter
bank.

It is clear that it is computationally demanding to learn ICA basis functions even
of a relatively modest size. For example, m = 12 requires the ICA algorithm to
handle training data of size (144 x 1), leading to a maximum of 143 basis functions.
For m = 256 the data vector is of size (65536 x 1) leading to maximum 65535
basis functions. The latter is clearly computationally prohibitive. Therefore, in our
segmentation experiments we limit the size of the basis functions to (12 x 12), and
we also apply extensive dimension reduction as provided by PCA.

3.2 Characteristics of ICA filter bank

[Fig. 3 about here.]

[Fig. 4 about here.]



All the textures we use for training the ICA basis functions are taken from the
Brodatz album [68]. Figure 3 (a) shows the 20 textures, they are all of size (640 x
640). Figure 3 (b) shows an example of (12 x 12) ICA basis functions learned by the
method outlined above. The dimension are reduced by PCA, resulting in a total of
50 functions. The basis functions are shown in decreasing order of their dominant
frequency component.

We observe that a majority of the functions are localized in spatial frequency and
orientation. That is, they seem to exhibit a kind of sinusoidal wave structure of a
specific spatial frequency and to be oriented in a specific direction. Figure 4 (a)
shows a scatter plot of the dominating frequency component versus the orientation
(in degrees) for the filters of figure 3. The dominating frequency components range
from approximately 0.05 Hz to about 0.38 Hz. The orientations of the functions
vary significantly, covering a number of angles in the range 0° to 180°. We note that
the basis functions are fairly uniformly spread in frequency and orientation.

We also observe that some of the basis functions appear to have a checkerboard-
like intensity variation. See e.g. functions number 13, 16, 17, 18 or 19 of figure 3,
where function number 1 is to the top left of figure 3 and function number 50 to
the bottom right, read row-wise. This particular attribute obviously occurs because
several of the training textures exhibit a checkerboard-like structure.

Figure 4 shows examples of the frequency domain representation of ICA basis func-
tions number 9 (b) and number 13 (c) of figure 3. We observe that function number
9 has a single frequency component, oriented approximately 45° from the horizon-
tal direction. The single dominating frequency component is about 0.2 Hz. The
frequency contents of function number 13 is significantly different. In this case the
ICA basis function seems to have several frequency components, oriented in differ-
ent directions. This gives rise to the kind of checkerboard-like structure we observe
in the spatial domain.

We note that the region of support of the impulse responses of the ICA basis func-
tions in figure 3 are not localized to a certain region in space, but they extend
throughout the whole patch size. Since textures typically consist of repeating pat-
terns covering the whole image, this can be expected when textures are used as
training data. This is in contradiction to ICA basis functions obtained from natural
images, which typically have a region of support which is localized in space, like e.g.
an edge.

[Fig. 5 about here.]

Next, we address the question of how well the information contents of an image is
preserved when the number of ICA basis functions is reduced. Consider retaining
only [ basis functions of a (8 x 8) sized learning set, where [ is less than or equal to
63. Denote the mixing matrix A; and the de-mixing matrix W;. We project a data
vector x into the [-dimensional ICA space by the transformation

Yy = Wlxa (6)



and reconstruct an estimate xX; of x as

X = Ayy;. (7)

How close is x; to x? Figure 5 (b), (¢) and (d) shows the result of estimating x using
1 =10,1 =30 and [ = 63. The original x is also shown in figure 5 (a). We observe
that even 10 basis functions maintains the basic structure of the image, yielding
a normalized squared error (NSE) of NSE =~ 0.4. The reconstruction is of course
better for 30 basis functions, with NSE = 0.1. Using all 63 basis functions yields
nearly perfect reconstruction, resulting in an NSE = 0.

The above experiment shows that the basic characteristics of textured images are
represented in an ICA basis of reduced dimensions (see Appendix for details).

3.8  The Gabor filter bank

The impulse response of an even-symmetric Gabor filter is given by

h(z,y) = glg(z,y), w(z,y)] cos[27 foq(z, y)], (8)
where

1 11,‘2 y2
g(xay):exp{_§ ;%+;§]}a (9)
Q(-T, y) = COS(®0).’E + sin(@o)y

w(z,y) = —sin(Pg)z + cos(Py)y. (11)

We note that g(z,vy) is the Gaussian envelope with space constants o, and o, along
the z and y axes, respectively. The Gaussian envelope is rotated an angle ®, with
respect to the z-axis (the 0°orientation), and multiplied by a sinusoidal plane wave
of spatial frequency fo, yielding h(z,y).

The frequency domain representation of equation (8) is given by

H(uav) — exp l_ (Q(uv’u) — f0)2 _ w2(u,v)‘|

21O g0y 202 202
(q(u,v) +f0)2 w2(u,1})‘|
+exp |- - ) (12)
202 202

where 0, = 1/(2m0;) and o, = 1/(2m0y). Jain and Farrokhnia [49] performed
filtering by multiplying H (u,v) of equation (12) with the 2-D Fourier transform of
the composite textured image.



For the Gabor filter defined by equation (12), the half-peak magnitude frequency
bandwidth, B,, and orientation bandwidth, By, are given by [49];

B, = log, (fo+— v2In 20, ) (13)

fo—+v2In20,

\/21;:)201,>’ (14)

Bg=2tan ! (
where B, is in octaves and By is in degrees. B, is often chosen to be one octave,
while the orientation bandwidth is chosen to be 45°. Thus, for any given fy, o, and
oy are given by

Jo
Oy = ——, 15
* 7 3v2In2 (15)
tan 22.5° fy
Op = — 16
V22 (16)
respectively.

[Fig. 6 about here.]

The impulse response and frequency content of a typical Gabor filter is shown in
figure 6. Note that the region of support of the impulse response is precisely localized
in space, and the frequency response is correspondingly localized in frequency. The
size of the region of support of the impulse response is determined by the width of
the Gaussian envelope.

For an image of width N, pixels, the following normalized discrete radial center
frequencies, fj, have been suggested for a bank of Gabor filters [40],

1V2 2v2 42 {NV2
N.”"N.,” N.”"777 N,

. (17)

The above frequency choice ensures that the pass-band of the filter with the highest
frequency falls below the Nyquist frequency. For some textures the lowest radial
frequencies of equation (17) are not very useful because they capture features too
coarse to represent textural variations in an image [57], and are therefore often
omitted. Hence, for a (256 x 256) image the following radial frequencies are used;

V2 V2 V2 V2 V2 .
2_6’2_5’2_4’2_3’2_2' ( 8)

The filters are oriented along directions 0°,45°,90° and 135°.

10



3.4  Comparison between ICA and Gabor filters

In this subsection we point out some apparent differences between the traditional
Gabor filters and our ICA filters.

The Gabor transform is a special case of the window Fourier transform (short-time
Fourier transform) [37], where the window function is Gaussian. The window Fourier
transform is a local analysis of the frequency content of an image. The analysis is
limited by the effective width of the filter in the spatial domain or equivalently by
its bandwidth in the frequency domain. Hence, from equations (15) and (16) the
size of the region of support of a Gabor filter is effectively inversely related to its
center frequency. Gabor filters have the important property of having optimal joint
localization, or resolution, in both the spatial and the spatial frequency domain [49].

In contrast, the ICA filters are finite support filters whose size is determined by the
size of the image patches selected. They are data dependent in that they have been
constructed from the available training data. This allows the ICA filters to vary
in shape and frequency contents as can noted from figure 3. The Gabor filters are
characterized by their orientation and their center frequency. The ICA filters shown
in figure 3 are richer, they may be frequency - and orientation selective like Gabor
filters (see e.g. filter 9), but they may also realize multiple pass-bands of multiple
orientations (see e.g. filter 13).

4 Generation of features for texture segmentation

To be able to automatically segment a multi-textured image into its distinct seg-
ments, it is necessary to generate representatives of each pixel which can capture the
inherent nature of the local pattern surrounding it. These representatives usually
form vector valued functions of the image pixels, denoted as feature vectors.

If the textures have sufficiently different structure and the feature vectors are well
designed, they will form compact clusters in feature space, each cluster correspond-
ing to a distinct texture region in the multi-textured input image. The goal is to
reveal the clusters in feature space by the use of some clustering algorithm and
subsequently assign pixels to their appropriate texture class.

The basic idea in filter based texture segmentation has already been briefly described
previously. We filter the original image through the bank of filters, each with specific
frequency - and orientation characteristics. If the bank consists of NV filters, the result
is N filtered images of the same size as the input image.

[Fig. 7 about here.]

Each filter responds to specific texture properties. Thus, each filtered image will
have high energy in regions corresponding to textures which are tuned to the filter,
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and low energy corresponding to textures which are not tuned to that filter. Then,
the approach taken is to apply a non-linearity, such as squaring, followed by a
smoothing operation to the filtered images. The resulting images are called feature
images, and the feature vectors are formed by collecting corresponding pixel values
from each feature image in a vector. The experimental setup described here is shown
in figure 7.

4.1  Crreating feature images

When creating features based on an energy measure, the objective of the non-
linearity and smoothing operations, is to estimate the energy in a local region of the
filter output. The most commonly used non-linearities are the magnitude function |-|
[41,43,48,69], the squaring function (-)? [56,53,51], or the rectified sigmoid function
| tanh(cv-)| [49]. We use the squaring function.

It is furthermore important to determine a proper size and shape of the smoothing
window. If the smoothing window is too small, the estimate of the local energy
will be unreliable, while if the window is too large, we will smooth out boundaries
between texture regions. A Gaussian window is likely to result in more accurate
localization of texture boundaries rather than a rectangular window [49]. Jain and
Farrokhnia [49] suggested to let the variance of the Gaussian smoothing window be
dependent on the center frequency of the Gabor filter according to o = ﬁ

find that using o = f—f yields better results in our experiments for both the ICA

and the Gabor filter banks. Also, the size of the window can be fixed to a preselected
value, or determined automatically. We choose the size of the window to be (I x ),
where [ = 20. Thus, the Gaussian window width is also different for each filter in
the filter bank.

In addition, as a last step, we apply a logarithmic normalizing non-linearity. The
combination of squaring and logarithmic normalization was found by Unser and
Eden [70] to give very good texture segmentation performance. We use this normal-

ization. Denoting the k’th filtered image by 7 (z,y), the k’th feature image ey (z,y)
is then given by

ex(z,y) = log (li Y e —ay- bW, b)) , (19)

a,beW

where W is the Gaussian window centered at pixel coordinates (z,y).
4.2 Filter selection

Filter selection refers to the problem of selecting a subset of the feature generating
filters which exhibit high information packing in the sense of having high texture
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separability performance. The problem is; which filters to choose, and how many.

Referring to figure 3, we observe that some of the ICA basis functions look quite
similar. These functions will have a high degree of similarity also in their frequency
domain representations, and are expected to yield almost identical outputs when
used to filter an input textured image. This means that the features based on these
filters will provide us with essentially the same information and thus bring redun-
dancy into the feature vectors.

Our first filter selection step is to find the subset of J filters with the smallest degree
of overlap in the frequency domain. We simply form the frequency representations,
i.e. the transfer functions, F; and F} of two filters 7 and j, and measure their fre-
quency overlap by calculating |F; — Fj|. This is done pairwise for all the filters,
and the J filters having mutually the smallest overlap are chosen. All filters are
normalized in energy before the selection procedure.

Our next step is to examine the feature images of all the J remaining filters, to
obtain a ranking based on whether the features possess variability over the textured
image or not. If a feature image does not have variability, the feature does not
provide local information. In doing this ranking, we use the F-test proposed in [71].
We divide each feature image into R equally sized image regions, ., r =1,..., R,
and compute the residual sum of squares (RSS) in each of the regions. The RSS
of feature image k in region €2,, is defined by

RSSkr = Y len(i, ) — mus]?, (20)
i:jeﬂ’f

where ey (i, 7) is the value of feature no. k in pixel (i, 7), and my, is the mean of the
feature in the region €2,. We form the total RS Skt as the sum

R
RSSkr =Y RSSj,. (21)

r=1

This value is compared to the RSSy computed over the whole feature image ey (z,y),

RSSk =Y lex(i, ) — ma)?, (22)

1,J

where my, is the mean value of the k-th feature image. If RSSyr is close to RS Sy,
the feature does not provide local information.

The F-test is based on [71]

(N — R) (RSS; — RSSkT)
F, = 23
k (R—1) RSSr (23)
where N is the total number of pixels in each of the regions Q,., r=1,..., R.
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When it comes to the number of filters to be used in the filter bank, one possibility
is to use those filters yielding values of Fj above a significance-threshold Ur. The
threshold is determined from the feature corresponding to the largest F' value.

4.8  Clustering in feature space

We use the well-known K-means algorithm [29,37] to cluster the feature vectors.
This is a simple algorithm, which also has been widely applied in the texture segmen-
tation context. The implementation, i.e. the initialization of the cluster prototypes,
may be done in several ways, and the clustering result is often dependent on which
initialization procedure is used. We initialize the prototypes by randomly drawing
prototypes from the set of feature vectors. This method has the disadvantage that
it may converge to a local minimum in the K-means cost function, which in our
case is the sum of squared prototype distance. To avoid this problem, we run the
algorithm several times, and choose the best clustering as our final result.

A well known problem with the K-means algorithm is that it requires a priori
knowledge of the number of clusters to be formed. For a fully automatic texture
segmentation algorithm it is therefore of crucial importance to be able to obtain re-
liable estimates of this number before running the K-means algorithm. There exists
a variety of different cluster validity indicies [72,73] for this purpose. In this paper,
the main objective is to introduce ICA generated features, and analyze texture seg-
mentation based on these. We therefore assume that we have a priori knowledge of
the number of clusters.

5 Segmentation experiments

In this section, we report results on texture segmentation using the ICA filters. The
filters are all learned from the training textures in Figure 3 (a) using (12 x 12) sized
patches. We have previously pointed out the important property of the ICA filters
being data dependent. This means that they are sensitive to the training data, and
to emphasize this fact, we have tested two basis sets. The first set, shown in Figure
8 (a), is the 20 basis functions with the least frequency overlap, selected among the
50 filters previously shown in figure 3 (b). They are ordered according to descending
F-value (see section 4.2). Note that both filters number 9 and 13 of figure 3, with
frequency responses shown in figure 4 (a) and (b), are among the selected filters
(filters number 17 and 13 in figure 8 (a), respectively). The second set, shown in
Figure 8 (b), is generated from the same training textures, but for this set we did
not normalize the textured image energy prior to the ICA basis generation.

The segmentation performance of these two sets are compared to that of a Gabor

filter bank consisting 20 filters. The Gabor filters have radial frequencies according
to equation (18), and are oriented along the directions 0°,45°,90° and 135°. In
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all cases, the width of the Gaussian smoothing windows is given by o = \/_%fo’
where fy in the ICA cases is an estimated dominating frequency. The segmentation
is performed using the K-means algorithm to cluster the energy feature vectors
obtained by filtering the input texture through the respective filter banks.

[Fig. 8 about here.]
[Fig. 9 about here.]

Two multi-textured input images (256 x 256) are used. Figure 9 (b) shows the first,
which is composed of two different texture patterns. The performance of an ICA
filter bank is obviously depending on how many filters are used. This dependency
has been depicted in Figure 9 (a), where we have plotted the percentage of mis-
classified pixels as function of the number of filters. The dashed curve corresponds
to the filters of normalized input textures, and the solid corresponds those of the
non-normalized. When extending the filter bank, we include more and more filters
following the order they are presented in Figures 8 (a) and (b). We note that the first
set almost always performs the best, and an optimum result is obtained with 7 filters,
resulting in an error percentage of 2.9%. The second set has its best performance
using 20 filters, achieving an error percentage of 3.5%. The segmented images are
displayed in Figures 9 (c), (d) and (e), where the white solid curve marks the true
boundary between the two texture patterns. We note that both the ICA sets in this
case outperform the Gabor filter bank, which achieves a best error rate of 13.8%.

The second multi-textured input image consists of five texture patterns, and is
displayed in Figure 10 (b). Figure 10 (a) show how the mis-classification rate changes
with the number of filters in the ICA filter banks. In this case the best results are
obtained using 13 filters for the first set (normalized input textures), and 11 filters
for the second set. The error rates are 2.8% and 3.0%, respectively. Also in this
case, the ICA filter banks perform better than the Gabor filter bank, allthough
the difference is not as large as in the previous experiment. The best result for the
Gabor filterbank is in this case 3.6%. The segmented images are depicted in Figures

10 (c), (d) and (e).

[Fig. 10 about here.]

6 Conclusions

We have presented independent component analysis (ICA) of textured images as a
computational technique for creating a new data dependent filter bank for use in
texture segmentation.

The ICA filters can be used as basis functions in an image model, in which an image
is expressed as a weighted sum of the impulse responses. These basis functions are
obtained in an unsupervised learning process, where the criterion for learning is
that the weighting components should be as statistically independent as possible.
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The training data are in this application gathered from a set of textured images.
Thus, the ICA filters are data dependent.

We have demonstrated that the ICA filters are able to capture the inherent proper-
ties of textured images. A majority of the functions are localized in spatial frequency
and orientation. That is, they seem to exhibit a kind of sinusoidal wave structure of
a specific spatial frequency and direction. Such filters can be interpreted as oriented
band-pass filters. Interestingly, some of the ICA filters have frequency responses with
several components, orientated in different directions. The new ICA filter bank is
similar to the Gabor filter bank, but it seems to be richer in the sense that some
filters have more complex frequency responses.

The above properties allow us to use the ICA filter bank to create energy features
for effective texture segmentation. Our experiments using multi-textured images

show that the ICA filter bank yields similar or better segmentation results than the
Gabor filter bank.

A ICA theory

In this appendix we give a short review of basic ICA theory. For a comprehensive
treatment we refer to e.g. [4].

A-1  The linear ICA model

We consider the statistical model in which the observed signal x is given as a linear
mixture of some sources s

x = As. (1)

The goal is to estimate the de-mixing W, such that the vector x is transformed into

y = Wx, (ii)

yielding as mutually statistically independent components of y as possible (note
that we have suppressed the time dependency). The estimation of W is done by
presenting training vectors to an unsupervised algorithm optimizing independence
of the components in y. The vector y is thus an estimate of the true sources s. The
training vectors x are represented as samples of the random vector X.
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A-2  Preprocessing

Two preprocessing steps are common in ICA [21,25].

First, the data is centered,

x :=x — E{x}. (iii)

Thus, in ICA, we deal with zero mean data. Note that this means that E{s} = 0.

The next step is to remove the second order statistical dependence in the data by
whitening. Whitened data are uncorrelated and have unit variance. This is achieved
by using a whitening matrix V such that

z =Vx, and E{zz" } = 1. (iv)

In our case we apply the common principal component analysis (PCA) whitening,
i.e. Vpca = D 2ET, using the eigenvalue decomposition EDET = E{xxT} of the
covariance matrix of x. E is here the matrix containing the eigenvectors of E{xx"},
and D holds the corresponding eigenvalues on its diagonal.

Having centered and whitened the data x, the task is to find matrix B, such that

y = Bz = BD Ex. (v)

Note that W = BD 2ET. If the training data x is of dimension (M x 1), then in
this basic ICA model, matrices B,D and E are all of dimension (M x M), and the
dimension of y is also (M x 1).

A-8 Independence optimization

There exist several algorithms performing ICA [58-63]. We have used Hyvirinens
FastICA algorithm [62,63]. The FastICA algorithm constrains B to be orthogonal
(orthonormal). It outputs the independent components one at a time by estimating
matrix B row by row. That is, it first finds component y; = b?'z, then 3, = bl'z and
so on. Here bZ-T, 1=1,..., M, is the 7’th row of B. Each new biT to be estimated is
constrained to be orthogonal to all the previously estimated b]T, j<i< M.

Each vector b} is optimized in an iterative manner. Consider estimating the i’th
independent component, s;. Denote the estimate of s; at a certain iteration step by
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y;. Thus y; = BiTz, and by equations (iv) and (i),

M
Y, = IZTS = Z lz'j Sj, (Vi)
j=1
where iZT = E)iTVpc AA. Since the individual s;, j = 1,..., M, have unit variances

by equations (iv) and (v), then by the central limit theorem, it is clear that y;
will be more Gaussian than any of the individual s;, since a sum of independent
variables with finite variance will produce a more Gaussian variable. The strategy
employed is to force y; = f);fz towards maximum non-Gaussianity because this
would in fact imply adjusting iiTuntil it has only one non-zero element (+1), namely
the element multiplied to the most non-Gaussian s;. This enables us to estimate
the ith independent component.

This discussion also brings to light why the true s;, j = 1,..., M (except possi-
bly one) need to have non-Gaussian statistics. If this is not the case, it would be
impossible to separate the signals, since a sum of Gaussians remains Gaussian.

The iterative procedure is accomplished by updating each row biT, 1i=1,...,M, of
B by [62,63]
b, = E{zg1(b] 2)} — E{g(b] 2)}b;, (vii)

followed by a normalization. In this equation bj’ denotes the updated vector, and
g1(u) is a non-linearity. We use g; (u) = tanh(u) [62,63].

A-/4 Reducing dimension
PCA enables us to optimally (in a squared error sense) reduce the dimension of the
data, by using only the eigenvectors of the largest eigenvalues in the matrix Vpca.

When reducing dimension from x ~ (M x 1) toy ~ (N x 1) where N < M, the
model becomes

_1
yy = Bz = BD,’ELx, (viii)
where Dy is the matrix containing the N largest eigenvalues, and Ex holds the
corresponding eigenvectors. Note that in this case B ~ (N x N), Dy ~ (N x N)

and Ey ~ (M x N). Thusy ~ (N x 1).

The reconstruction of image x using dimensionality reduction is Xprp = Enzy,
with zy = ELx, and the mean square error between the image x and it’s PCA
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reconstruction given by

M
E{llx — %pcall®l} = B{llx —EnERx|’} = Y X (ix)
i=N+1
Ai, © = 1,..., M, are the eigenvalues sorted in decreasing order, and M is the

original dimension of the data.

It is easy to show that the mean square error when using dimensionality reduction
in the ICA transform is the same as in equation (ix). The ICA transform (with
reduced dimension) is given by equation (viii). The reconstructed image, X[ca, is
given as

1 1 1
x;cA = Ayn = EyD;BTyy = EyD}B”BD’E{x = ExELx, (x)

We utilize these results in subsection 3.2 when calculating the normalized square
error (NSE) between an image x and its estimate Xy o . We normalize the squared
error with the sum of all eigenvalues of the covariance matrix E{xx’} of the training
data, such that the NSE is given by,

I 2
NSE = ”"]’;—ICAH € [0,1]. (xi)
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Fig. 1. The ICA model. An image is modeled as a weighted summation of basis
images. The weights are the “independent components”.
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Fig. 2. Independent basis functions of size (32 x 32) learned from natural images.
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(a) Training textures from the Brodatz album, from top left to bottom
right: D11, D16, D17, D18, D19, D22, D29, D35, D37, D49, D50, D52,
D53, D68, D72, D82, D85, D87, D103 and D105.

=E=ElU=ENZNZE
1222 Ul D N = il Y B S SN
== ZANGEGNNHIIN
EVNEINISEw] S
CYEASESI14NE

(b) Example of (12 x 12) ICA basis functions for texture.

Fig. 3. Training textures and resulting ICA basis functions
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Fig. 4. Characterization of ICA filters: (a) Scatter plot of dominating frequency
component versus orientation (in degrees) for the ICA basis functions of figure 3.
(b), (c) Contour plots of frequency domain representation of ICA basis functions
number 9 and number 13, respectively
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Orlglnal (8 x 8) (b) 10 basis functions

) 30 basis functions ) 63 basis functions

Fig. 5. Reconstruction of original (8 x 8) image using ICA basis functions. (a)
Original image, (b) Using 10 basis functions yielding NSE = 0.4, (c) Using 30 basis
functions, NSE ~ 0.1 and (d) Using 63 basis functions, NSE = 0.
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Fig. 6. Example of a Gabor filter in a (64 x 64) grid. Left: Spacial domain, Right:

Frequency domain. Normalized frequency is fo = g, and orientation 135°.
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Fig. 7. Experimental setup for segmenting a multi-textured input image.
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Fig. 8. The 20 most uncorrelated (12x12) ICA functions learned from (a) normalized
and (b) non-normalized training textures. The basis functions are ordered from top
left to bottom right according to their F-test significance.
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Fig. 9. Segmentation results. Textured image is composed of Brodatz textures D53
(inner pattern) and D49.
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Fig. 10. Segmentation results. Textured image is composed of Brodatz textures D77,
D55, D84, D21 (top left to bottom right) and D24 (inner pattern).
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